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NVIDIA NGC

NGC Overview, Container Environment, Using NGC

SLURM

Enroot and Job Scheduling

Issues with Docker, Enroot Overview, Pyxis, Job
Scheduling

Job Scheduling Best Practices

Profiling AI/HPC Jobs
Tips and Techniques for Efficient Workloads

Resources
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NVIDIA NGC: Al BUILDING BLOCKS

O

Faster time to insight

NGC Containers

= Include all necessary libraries
= Performance Optimized | Updated Monthly | Secure |
Reliable

Pre-Trained Models

Containers  Pre-Trained Models SDKs Helm Charts - Best Model starting point created by NVIDIA experts
/\ ] = Faster Training | Higher Accuracy | Credential
@ @ [8 :| Transparency
SDKs

AN e G TN | | . = E development. Build End-to-end Al Faster
Bile) YO =] ’.9 " TEERRTE

® & ® & ‘,
Simplity Build Faster Deploy Helm Charts
ETL ini | . .
1raining Reliably = Automatic and reliable deployments
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CONTAINER ENVIRONMENT

O

Overview

= A container is a portable unit of software that combines the
application and all its dependencies into a single package
that's agnostic to the underlying host OS.

= [t removes the need to build complex environments and
simplifies the application development-to-deployment
Process.

PRE-TRAINED MODELS

= The NVIDIA NGC cataloqg contains a host of GPU-optimized
containers for deep learning, machine learning, visualization,
and high-performance computing (HPC) applications that
are tested for performance, security, and scalability.

- DEEP LEARNING, MACHINE LEARNING,
HPC APPLICATION CONTAINERS

= Benefits:

= Deploy Easily

CONTAINER RUNTIME

= Train Faster

NVIDIA DRIVER
HOST 0S

= Run Anywhere

= Deploy with Confidence

NGC SOFTWARE STACK

One Vision. One Goal... Advanced Computing for Human Advancement... nVIDIA I
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Complete Software Stack to build Al

Contents of the PyTorch container

= The complete source of the NVIDIA version of PyTorch.

= Pre-built and installed as a system Python module.

= Sample scripts that demonstrates efficient training of

convolutional neural networks (CNNs).

Contents of the PyTorch container

This container image contains the complete source of the version of PyTorchin = /opt/pytorch . It is prebuilt and installed in the default Python environment (

fusr/local/lib/python3.8/dist-packages/torch ) in the container image. The container also includes the following:

« Ubuntu 20.04 including Python 3.8
* NVIDIA CUDA® 12.1.0

* NVIDIA cuBLAS from CUDA 12.1.0
* NVIDIA cuDNN 8.8.1.3

» NVIDIANCCL2.17.1

 NVIDIA RAPIDS™ 2302

+ Apex
« rdma-core 36.0

¢ NVIDIAHPC-X2.13

» OpenMPI 4.1.4+

e GDRCopy 23

¢ TensorBoard 29.0

« Nsight Compute 2023.1.0.15
« Nsight Systems 2023.1.1.127
+ NVIDIA TensorRT™ 8.5.3

+ Torch-TensorRT 1.4.0dev0

« NVIDIA DALI® 1.23.0

+ MAGMA 2.6.2

« JupyterLab 2.3.2 including Jupyter-TensorBoard

e Transformerkngine 060

« PyTorch quantization wheel 2.1.2

One Vision. One Goal... Advanced Computing for Human Advancement...
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CUDA

CU-X Libraries

Networking Libraries

PyTorch

TensorBoard

Profiling Tools

Code Examples
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Each NGC container contains all the necessary
software for you to start developing your Al models

Al Frameworks: TensorFlow or PyTorch

Inside the PyTorch NGC container:

Container Link:
https://catalog.ngc.nvidia.com/orgs/nvidia/containers

[pytorch

Release Notes:
https://docs.nvidia.com/deeplearning/frameworks/py

torch-release-notes/index.html

Support Matrix:
https://docs.nvidia.com/deeplearning/frameworks/su

pport-matrix/index.html

<A NVIDIA. I
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{2 USING NGC CONTAINERS

Containers

Main interface for Containers i - —
= Locate containers by keyword - =0 2 |. - _
= One click shortcut to docker pull command
= Follow run instructions T [WESTo ) moeE Y e
Steps to run TensorFlow: - el
I. docker pull nvcr.io/nvidia/tensorflow:22.03-tf 1-py3
2. docker run -it --rm -v local_dir:.container_dir o | @ |

nvcr.io/nvidia/tensorflow:xx.xx-tfx-py3 R A o

Build your own Application with your custom container -
Dockerfile:

FROM nvcr.io/nvidia/tensorflow:22.02-tf1-py3
NGC Containers: ngc.nvidia.com/catalog/containers

One Vision. One Goal... Advanced Computing for Human Advancement...
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Orchestration with SLURM

O

Why Orchestration?
Manage multi-node resources more efficiently, at scale

Cluster

"-__'.LJ"_-TEr .I:L.::l

' ¥ Y

_ Cluster:
Dedicated Nogles.. | = Less user coordination / Automatic Job
= User coordination required Scheduling

= Resources can go unused
= Not scalable
= Lack of maintainability

= Efficient use of resources
= Highly scalable
= Standardized maintenance

One Vision. One Goal... Advanced Computing for Human Advancement... AnViDIA I
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Typical SLURM Software Stack

O

Container Container

SLURM
Daemon NVIDIA Container Toolkit

NVIDIA Driver
Linux

SLURM Control Plane

One Vision. One Goal... Advanced Computing for Human Advancement... <ZnVIDIA I
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Issues With Using Docker

Security. If users are in the docker group, then they can trivially get root access
on the node.

System Administration. Even with trusted users, root privileges cause issues
which require

sysadmin intervention (e.g. file permissions on NFS, etc.)

Resource isolation. Slurm can run tasks inside of cgroups which limit the
resources for the

task (CPU, GPU, RAM, etc.). But when a user starts a docker container, they
escape the

cgroups and lose the isolation.

Usability. Docker is pretty well-known at this point, but there is still a learning
curve for new users.

One Vision. One Goal... Advanced Computing for Human Advancement...

NVIDIA. I
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NVIDIA Enroot

NVIDIA open-source tool to convert traditional container/OS images into unprivileged sandboxes

NGC model containers (Pytorch, Tensorflow from 19.09)

Login Nodes DGX Pod: DGX Servers w. DGX base OS

» Fully unprivileged “chroot”
» Standalone

» Little isolation, no overhead
» Docker image support

» Simple image format

» Composable and extensible
» Simple and easy to use

One Vision. One Goal... Advanced Computing for Human Advancement... <ZnVIDIA I



{Yreee Enroot Basic Usage

SSH on the login node
Enroot Import : Import the Pytorch image from NVIDIA GPU Cloud/$

S enroot import 'docker://nvcr.iofinvidia/pytorch/manifests/23.06-py3'

Enroot Create: Create a container from the sqgsh file

S enroot create —name pytorch nvidia+pytorch+23.06-py3.sqsh
Enroot List: List the containers

S enroot list

pytorch

Enroot Start: Run a script inside a container . --rw flag for enabling read write permissions inside the container, --
mount flag for mounting a directory inside the container ... o w

S enroot start —rw pytorch -mount /home/examples/scripts/:/workspace/ sh -c "python3 main.py"

Enroot Remove: Remove the container... ..

S enroot remove pytorch

One Vision. One Goal... Advanced Computing for Human Advancement... NVIDIA. I
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Pyxis: The SLURM Plugin for ENROOT

O

NVIDIA open-source tool to convert traditional container/OS images into unprivileged sandboxes

NGC model containers (Pytorch, Tensorflow from 19.09)

Login Nodes DGX Pod: DGX Servers w. DGX base OS

» Pyxis is a SPANK plugin for the Slurm Workload Manager. It allows unprivileged cluster users to run
containerized tasks through the srun command.

» Seamlessly execute the user's task in an unprivileged container.

» Simple command-line interface.

» Fast Docker image download with support for layers caching and layers sharing across users.

» Supports multi-node MPI jobs through PMI2 or PMIx (requires Slurm support).

» Allows users to install packages inside the container.

» Works with shared filesystems.

» Does not require cluster-wide management of subordinate user/group ids.

One Vision. One Goal... Advanced Computing for Human Advancement... <AnvIDIA I


https://slurm.schedmd.com/spank.html
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Y SLURM Example 2 - Batch Jobs

#!/bin/bash

#SBATCH --job-name=singlenode-example
#SBATCH --nodes=1

#SBATCH --partition=dgxnp

#SBATCH --ntasks=1

#SBATCH -cpus-per-task=4
#SBATCH --gres=gpu:A100-SXM4:8

nodes=( $( scontrol show hosthames SSLURM _JOB_NODELIST ) )
nodes_array=(Snodes)

head_node=S{nodes_array[0]}

echo Shead node

head_node_ip=S(srun --nodes=1 --ntasks=1 -w "Shead_node" hostname --ip-address)
echo Shead node_ip

echo Node IP: Shead _node_ip

export LOGLEVEL=INFO

head _node array=(Shead node ip)

head_n=S{head node array[1]}

srun --no-container-entrypoint --container-image S(pwd)/quantiphinvidiapractice+pytorch+23.05-py3.sqsh --container-mounts S(pwd)/minGPT-ddp/:/workspace/ \
torchrun \

--nnodes 1\

--nproc_per_node 8 \

--rdzv_id SRANDOM \

--rdzv_backend c10d \

--rdzv_endpoint Shead_n:29500 \

/workspace/mingpt/main.py

One Vision. One Goal... Advanced Computing for Human Advancement... NVIDIA




(Y SLURM Example 3 - Batch Multi-node jobs

#!/bin/bash

#SBATCH --job-name=multinode-example
#SBATCH --nodes=2

#SBATCH --partition=dgxnp

#SBATCH --ntasks=2

#SBATCH -cpus-per-task=4
#SBATCH --gres=gpu:A100-SXM4:8

nodes=( $( scontrol show hostnames SSLURM_JOB _NODELIST ) )
nodes_array=(Snodes)

head _node=S{nodes_array[0]}

echo Shead node

head_node_ip=S(srun --nodes=1 --ntasks=1 -w "Shead_node" hostname --ip-address)
echo Shead node ip

echo Node IP: Shead _node_ip

export LOGLEVEL=INFO

head node array=(Shead node ip)

head_n=S{head node array[1]}

srun --no-container-entrypoint --container-image S(pwd)/quantiphinvidiapractice+pytorch+23.05-py3.sqsh --container-mounts S(pwd)/minGPT-ddp/:/workspace/ \
torchrun \

--nnodes 2 \

--nproc_per_node 8 \

--rdzv_id SRANDOM \

--rdzv_backend c10d \

--rdzv_endpoint Shead_n:29500 \

/workspace/mingpt/main.py

One Vision. One Goal... Advanced Computing for Human Advancement... NVIDIA







(Y Why profile your code?

Scalable Deep Learning Application = functionally correct code + Optimized training &

inference pipeline

Code profiling gives you into how your code performs at runtime.
Allows you to focus your efforts on the of your application if optimizations
are needed.

Optimization does not always refer to execution time or latency, you can also

Profiling can help you or easy optimization opportunities.
Often the way code executes on a device doesn't match what we would expect based on

reading the code - profiling can help you figure out why.

One Vision. One Goal... Advanced Computing for Human Advancement... NVIDIA. I



P S When to profile your code?

Focus your efforts initially on getting a of your program finished.

beats everything else, nobody cares how fast or memory efficient your program is if it is unstable or gives the wrong result.
Example : "for loop” : limited unrolling because of less CPU Cores.

, bottlenecks can typically be attributed to a small fraction (<10%) of the overall
code. Humans often aren’t great at predicting which parts of the code that will be.

Make sure your code is , break tasks into small easily readable functions with descriptive names.

Equilibrium resource utilization. Ex. Performance Latency vs Memory utilization.

Decide what to optimize, it may not be latency/execution time. It might be more important to optimize for
memory usage or cost/throughput.

Follow the Development Cycle: L 4

Analyze Optimize Analyze

Parallelize

===

D

Parallelize

Optimize

One Vision. One Goal... Advanced Computing for Human Advancement... NVIDIA. I



) Finding Performance Opportunities

Models can be data bound by the data pipeline, compute or memory

e GPU utilization as it relates to model code

* Time being spent on ops in every iteration
« Time spent on GPU/CPU
» Data types used for operations

» Bottlenecks could be attributed to
* |nput data pipeline: data loading, preprocessing etc
« Compute (math) limited operations

Compute bound

Memory bound

 Memory limited operations
» Other aspects such as overall system tuning Compute heavy ops see speed-ups from GPUs

» Categories of operations in DNNs based on bottleneck
* Element wise: ReLU, memory bound
* Reduction: Batch norm, memory bound
* Dot product: Convolution, math bound

=3 KN
S

One Vision. One Goal... Advanced Computing for Human Advancement...
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Limits of Performance Optimization

End-to-end perf depends on training composition

= Amdahl’s Law:
If you speed up part of your training session (GPU work), then the remaining parts (CPU work) limit your overall

performance
GPU CPU
| MEMORY OTHER
PrSeIQigli?)n - MATH (pointwise, (data pipeline,
£p30 (linear, conv, matmul) reductions) T e

n)

~2x overall
faster

Mixed Precision
(TF32/FP16/BF 16)

8-16x

2 X

training session time

One Vision. One Goal... Advanced Computing for Human Advancement... nVIDIA I
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Deep Learning Optimization

= Profiling will help in understanding of bottlenecks of Deep Learning applications at
» System level : Data Transfer, Topology aware primitive, Kernels, Memory Architecture etc.
= Neural Network level: Architecture Layers, inference batch, etc.

=  System Tuning * Training : Model Level tuning
= Thread Synchronization, Multi GPU and = GPU Functions : host(CPU) <-> device(GPU)
node communication » |nference: Latency & Throughput.
» Memory management & Kernel = Algorithm Technigues & Data Representations
= profiling *  Pruning
= Leveraging/Optimizing Hardware = Calibration
= |nput Pipeline Optimization = Quantization
= Many others.... = Many others....

One Vision. One Goal... Advanced Computing for Human Advancement... NVIDIA. I
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DL Profiling Needs of Different Personas

Researchers

Fast development of best
performant models for research,
challenge and domains

Data Scientists &
Applied Researchers

&

'

&

&

Reduce Training time, focus on
data, develop and apply the
best models for the applications

Sysadmins &
DevOps

Optimized utilization and
uptime, monitor GPU
workloads, leverage hardware

One Vision. One Goal... Advanced Computing for Human Advancement...
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Tools & Technologies

Profiling and monitoring tools for all users

Researchers & Data Scientists & Applied Sysadmins &
Developers Researchers DevOps

r 1
-» (-}""(ﬂ

Condition Action Notification

Deep Learning Profiling Data Center Monitoring Tools
(TF/PyTorch) "NVML
Nsight Systems with NVTX

Skills In Algorlthms Skills in Domains & App“cations Skills In Systems

One Vision. One Goal... Advanced Computing for Human Advancement... nVIDIA I
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NVIDIA Profiling Stack

The layers that make the cake

Nelght Systems and Nsight Compute have been
built using CUDA Profiling Tools Interface(CUPTI)

NVTXONVIDIA Tools Extension Library is a way to
annotate source code with markers

= NVTX markers are used to annotate and focus
on sections of code important to the user

=  TensorFlow optimized by NVIDIA (aka nvidia-

tensorflow) contain support for NVTX markers.

NVTX plugins are python bindings for users to add
markers easily

Tensorboard Viewer/ Pytorch Profiler Viewer

Nsight Systems

NVTX for
Tensorflow

NVTX Plugins NVTX for PyTorch

NGC Optimized Framework Containers

NVIDIA COMPUTING PLATFORM

One Vision. One Goal... Advanced Computing for Human Advancement... AnViDIA I
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NSIGHT Product Family
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Nsight Systems

System-wide
application algorithm
tuning
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Nsight Compute

CUDA API Debugging &
Kernel
Profiling

Nsight Graphics

Graphics Debugging &
Profiling

- - 3
' ’ - -
[ v
o doen ' g
"o L - »
" T .
“" - L 1} - " 5
- i
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»
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I - Visual Studio
S eclipse

IDE Plugins

Nsight Eclipse

Edition/Visual

Studio (Editor,
Debugger)
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NSIGHT (Standalone) Tools Workflow

Nsight Systems, Nsight Compute and Nsight Graphics

Re-check overall
performance

Detailed CUDA kernel performance

Start here

Dive into top CUDA kernels
by using metrics/counter

collection

Comprehensive system-level

performance

Dive into graphics

frames

Re-check overall
performance

Detailed frame/render performance

One Vision. One Goal... Advanced Computing for Human Advancement...
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NSIGHT SYSTEMS

System Profiler

Key Features:

» System-wide application algorithm tuning
= Multi-process tree support

» | ocate optimization opportunities

= Visualize millions of events on a very fast GUI
timeline

» Or gaps of unused CPU and GPU time

» Balance your workload across multiple CPUs and
GPUs

= CPU algorithms, utilization and thread state
GPU streams, kernels, memory transfers, etc.

» Command Line, Standalone, IDE Integration

= [332] python
- Threads (21)
[532] python
[566] CaffeTaskThre
05 runtime librarie r.. pthread..
CuDA APl kemel_agent |
[558] CaffeTaskThre

S
cudaStreamSynchronize
A
OS5 runtime librarie pthread_mute pthread . It
CUDA API OBl
[562] CaffeTaskThre
05 runtime librarie
CuUDaA APl
[561] CaffeTaskThre

OS5 runtime librarie

cudaStreamSynchronize

CuUuDA API e I cudaStrea mSynchronize

- CUDA (Quadro GW10(
~ [All Streams]

‘wolta_sgemm_32. | [wolta_sgemm_32x12...|

I, [un-lta_sg!mm_]!xlE..-]
» 99.5% Kernels e

Events View -

Name
generate_seed pseudo
gen_sequenced
_kernel_agent
generate seed pseudo
gen sequenced
UniformShift

generate_seed_pseudo

- M T T Tk

gen_seguenced
UniformShift

manarata cood mnocanddn

SR ]

ve duration (60 FPS)
CEU frame duration rame #5095 [3.... |
Frame &ction wild frame [3...

Frame health

= Contexts

= (affifdd B bIasild=l

CPU Contexdt Queus

Render

Fresent

Fender

Bottom-Up View =~ | Process [9695] vmd_LINUXAMDGS4, 11 (3 of 19 threads)
I Filter...  99.82% (23,260 samples) of data is shown due to applied filters.
Symbol Mame
~ VolumetricData:compute_volume_gradient()

~ VolumetricData:compute_velume_gradient()

~ BaseMuolecule:add _wvolume_datai{char const*, double const*, double const®, double const*, double const®, int, Int, int, float®) 18.30 Shome/johns/vmd/s

w VMDApp:meolecule_add_welumetric(int, char const®, double const®, double const®, double const®, double const®, int, int, int, float™) 18.30 /homedjechns/vmd/s

~ ob|_segmentation{void™, Tcl_Interp™, int, Tcl_Ob|* const™)
[Max depth]

['.nnlta_Egern m_32x1 25...]

|-\rnlta_sg=mm_32x12__.1|

Duration

1.249 ms
35.745 us
1.696 us

1.271 ms
12.448 s
10.241 ps
1.274 ms
11.872 ps
9.856 ps

1 27649 o

wolta sgemm 32x 128...‘|

| wolta_sgemm_32xl... |

Start

3.85619s
.B576s

3.85771s
.B5916s
.BE057s
.BE058s
.BE202
.BE343

o000 0QQ0

=

=]

: |cudastreamSynchron

‘wvolta_sgemm 32x1.._| |'_1|

|wolta_sgermmm_32x].

generate_seed_pseudo

Begins: 3.88089s

Ends: 3.88217s (+1.283 ms)

grid: ===64, 1, l>>=>
block: ==<64, 1, 1==>=
Launch Type: Regular

Static Shared Memory: 0 bytes
Dwynamic Shared Memory: O bytes

Registers Per Thread: 48

Local Memory Per Thread: 0 bytes
Local Memory Total: 193,986,560 bytes
Shared Memory executed: O bytes
Shared Memory Bank Size: 4 B
Theoretical occupancy: 62.5 %
Launched from thread: 532

Frams 397 [5.956 ms]

Buwild frame [5.956 mt]

MtwWaitForsin...

Render

Fresent
Present
Ramder Presemt

Render [Present

Render T Render | ®encer |Render

Self, %% Module Mame

20,14 Shomefjohns/vmd/src/gtcbuildsrmd_LINLEAMDES, 11

20,14 Sheme/jehns/vmd/=

||

|

18.30 Sheme/johns/vmd/=

2.30 [Max depth]

Sgtcbuildsernd_LINLECAMDES, 11
Sgtcbuildsermd_LINUAAMDES, 11
Sgtcbuildsmd_LINUXAMDES, 11
Sgtcbuildsvmd_LINUXAMDES, 11

w BaseMuolecule::add_wvolume_data(char const®, float const®, float const®, float const®, float const®, int, int, int, float®, float*, float™) 1.84 Shomefjohns/vmd/src/gtcbuilds/vmd_LINLXAMDES. 11

~ MelFilePlugin:read_wvelumetric{Meolecule®, int, int const™)

~ VMDApp:melecule_load(int, char const™, char const®, FileSpec const™)

24 Shomedjehns/vmd/s

24 /homefjohns/vmd/src/gtcbuilds/vmd_LINUXAMDE.11
...l' gtc tl Ll | I |j 5 -'.-"l'- i Ij_LI r"'-l U::‘:J'—Il r".l'1 D EIJ':I-I .I _I

w text_cmd_mol{void®, Tel_Interp®, int, char const™) A4 Shomefjohns/vmd/src/gtcbuilds~ermd_LINLEAMDE4, 11
Sgtcbuildsvmd_LINUXAMDES, 11
A4 Shomefjohns/vmd/src/gtcbuilds~rmd_LINLUXAMDES, 11
24 fhomefjohns/vmd/src/gtcbuilds vrmd_LINLUEAMDES. 11
L4 Shomedjehns/vmd/ src/gtcbuilldsSermd_LINLECAMDES. 11
Sgtcbuilds~ernd_LINLEAAMDES, 11
Sgtcbuildsrmnd_LINLEAAMDES, 11
Sgtcbuildsvmd_LINUXAMDES, 11
Sgtcbuildsmd_LINWAXAMDES,11

Sgtcbuildsrmnd_LINLEAAMDES, 11

» TcllnvekeStringCommand 24 Shomefjohns/vmd/s

~ TclEvalObpvlinternal

w TclExecuteByteCode

OS: Linux (x86, Power, Arm SBSA, Tegra), Windows,
MacOSX (host)

Documentation: https://developer.nvidia.com/nsight-
systems

~ TclCompBEvalChbj
~ TclEwvalObjEx
~ Tcl_RecordAndEval Obj

~ TclTextInterp::evalFile{char const™)

24 Shomedjehns/vmd/s

24 Shomedjehns/vmd/s

L4 Shomedjehns/vmd/=

~ VMDApp:logfile_read{char const™) B4 Shomefjohns/vmd/s

w» VMDreadStartup(VMDApp™)
[Max depth]

24 Shomedjehns/vmd/s
24 [Max depth]

3.13 Jusr/libed/libcuda.so.390.2

344 Shomefjohns vmd/src/gtcbuildsvmd_LINLAAMDES, 11

S N "R " ' S i T St {5

e f10ca7022d6E

obj_segmentation(void®, Tcl_Interp®, int, Tcl_Obj* const™)


https://developer.nvidia.com/nsight-systems
https://developer.nvidia.com/nsight-systems

= Timeline View v 4\ 6 warmings, 201 messages

CPU
CPU 94 utilization

= i Additionally:
+ Processes (49) Processes &
Threads
Trace:
... ~OSruntime ¥ I _ - : .‘ i = TensorRT
APIS ‘ A - = Direct3D11,12,DXR

o NVTX epochl step2025-rank3-640 8 640 B-640 8 [45.914 ms] . : | Vu | k an
e forward [13.511 ms] backward {25.534 ms]

cuoaa-  a@nnotations _ - | OpenGL
e OpenACC
- MPI
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CUDA API APIS

cuBLAS ' | ‘ ' ETW
o (o ik , WDDM

GPU CUDA
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» 71.09% Deftault stream (7

b 99 3% Kernels jam_cuda_kernel "_.j' _ R Ml - _ R 41 | J ’ {1 lisiiadi '“O O(adam.cuda.ka " SQI—lte

-

» 0,7% Memory v i T | g i ‘ o HDF5

—— RS WO YR e

e 1 step2024.-rank..| v . EpOCh1_LLep2025.ranko-640 5-640 8-640 B [46.123 ms] | - JSON
s ( forward [10.707 ms] '
a .

GPU Context Switch

~ CUDA (Tesla V100-SXM3-:

y All Streams

Architectures:
= X86 64

=  Power
Y Filter 0.81% (171 samples) ol CPU |P & lied filters, Time filter: 3.14 to 3.19 (0.05 seconds or 0.6%).

| . = Arm SBSA
Symbol Name Self, %

~ Module Name
*|_PyEval_EvalFrameDefauit backtrace 5.85 /opt/conda/bin/python3.6 Teg ra

» fast function Samp|e data 3.51 fopt/conda/bin/python3.6
» call function 3.51 jopt/conda/bin/python3.6
» gen send ex 1.17 Jjopt/conda/bin/python3.6
» PyEval EvalCodeWithName 0.58 Jopt/conda/ouinypython3.6
[Max depth] 0.58 [Max depth]
v __pthread mutex_unlock 3.51 /lib/x86 64-linux-gnu/libpthread-2.27.s0 <A NVIDIA

1

Bottom-Up View ~ Process [54354] python (6.1%, 15 of 15 threads) v

.

4




@fﬁ?"’f’*’m NVTX: NVIDIA Tools Extension API

= Code Annotation tool to mark functions or chunks of code. lmport numpy as np

= NVTX and Nsight Systems together are powerful tools for Import cupy as cp

visualizing CPU and GPU performance Lmport nvex

. :
Workflow: "fft function", color="blue"
= Use decorators @nvix.annotate() or context manager def fast fft(input array
with nvix.annotate(..): to mark code to be measured. Jith nvix.annotate("Copy input array to GPU and CuPy", color="red"
= Run it with NSIght Systems. gpu_array = cp.array(input_array

with nvtx.annotate("GPU FFT operation”, color="yellow"

= $ nsys profile -t nvtx,osrt --force-overwrite=true -- result = cp.fft.FFt(gpu array

stats=true --Output=quickstart python NVIx- with nvtx.annotate("Copy back to CPU and Mumpy", color="green"
cpu_result = result.get

quickstart.py return cpu_result
= $ nsys —help or nsys [specific command] --help
" nsys_demo.nsys-rep and sglite database generated to for _ in range(5
be viewed on Nsight Systems UI. print(fast_fft(np.random.random(1@

fft function [387.923 ps]

fft function [336.075 ps]

fft function [348.423 ps]

MW

BB cru FFT operat...| [T

B (cru FFT operati..| [S100)
P 0 8

CUDA AP

Frofiler owerhead

Results in Nsight Systems Ul - report generated with "nsys profile —o nvtx_test python test.py"

One Vision. One Goal... Advanced Computing for Human Advancement... <ANVIDIA I
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NSIGHT Systems

Key Features

ﬁ NVIDIA Nsight Systems 2022.2.1 — >

File View Tools Help

Project 1 X report7 X

| = Timeline View - |

eL Tx l—l' ' /v 4 warnings, 20 messages

+675ms +680ms +6850e |+

Os -~ Ms +B25ms +630ms

¥ CPU (80)

M cruo | | /o Y 1L I L A
B cru 40 -] I L i —.

* Processes (3)

~ (®) [60374] python3

Timeline View ————

_..._...1]1... A ik o 1 oL _--_...J.L“l. ™
1] | o -...J.“I. ‘ ) '. b, ..--I.]dl. .l

» CUDA HW (0000:06:00.0 ol RIS 18 A,

» CUDA HW (0000:07: 1 - —dda A
* Threads (1642)

v |v/| [60374] python3 ~ B i ! 1 ! i ! g
afa] pytnons Mo LN —3 we— =y o E 3 2 T
OS runtime libraries | sem_wait |_| se..| | pthread_cond_wait | | poll | |_|| SEM_. || se..| | pthread_cond wait | | poll | |_|| SEM_. _| se..| | pthread_cond wait | | poll |
MNCCL
Batch 148 [16.612 ms] | Dataloading [8.143ms] | Batch 149 [16.381 ms] | Data loading [7.073 ms] | Batch 150 [15.923 ms] |Data loading [7.1...
NVTX e -orward pass [E.DEE...I Backward pass [8.372 ms] 1[Enumerate[’DataLnaderj#_MurtiPr...][ Forward pass [6.206 ms] I Eaclr:w;'ard pass [9.255 ms] 1[EnumeratE{DataLnaderj#_r'-ﬂ...][ Forward pass [6.858 ms] I Backward pass [8.867 ms] 1[EHUH’IEFE1IE|[DE1ZE...
DataParaIIeI.fnmar...] | Optimiz... [DataParaIIeI.fnmard [5.3...] [Gptimizer.&te..: [DataParaIIeI.fnmard [5.3...] [Clptimizer.&t...1
| ] | 1 I . [ | _ | 1 . [ _
CUDA API s Uit hai ] 1 e It S, "I L il
v V| [60482] libtorch_t = I | —-
RRRRARRRRRIEENN0S | | L B R0 | | B RRRRRRRRRReS T
4 | 4
Events View v
MName v | | =
# ~ Name Start Duration TID Category “ ' Description:
1373 v [] Batch 126 0.112658s 28.073 ms 60374
Eve nt Ta b | e | | 600 v [] Data loading 0.140734s 2.518 ms 60374
| 616 v [] Batch 127 0.143257s 15.185 ms 60374
| 843 v [] Data loading 0.1584465 3.598 ms 60374
L]

One Vision. One Goal... Advanced Computing for Human Advancement... <ZnVIDIA
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NSIGHT Systems

Analysis Summary

ﬁ NVIDIA Nsight Systems 2022.2.1 — pd
File YView Tools Help

Project 1 X report7 X

= Analysis Summary v

Profiling session duration: 00:20.000

Report file C:/Users/spendem/Downloads/reportd nsys-rep

Report size 2422 MiB

Report capture time al21/2022, 2:08:14 AM

Mumber of events collected 1,132 947

Total number of threads 1,725

Host computer dgx1-003

Profiling stop reason Stopped by user

Imported from tmp/nsys-report-aSca.qdstrm

Import host computer dgx1-003

CLI command used nsys profile —trace nvix, cuda osrt,cudnn —-stats=true --delay 30 —-duration 20 python3 main_baseline_nvix_py

. Show report file in folder

dgx1-003 (0:0)
Target

Hostname dgx1-003

Local time at t=0 2022-06-21T02:08:15.408-07:00

UTC time at t=0 2022-06-21T09:08:15 4082

TSC value at t=0 19675412284451690

Platform Linux

05 Ubuntu 20.04.4 LTS

Hardware platform x6b b4

Serial number Lacal (CLI)

CPU description Intel(R) Xeon(R) CPU E5-2698 vd @ 2.20GHz

Tesla V100-5XM2-32GB

GPU descriptions
Tesla V100-5XxXM2-32GE

NVIDIA driver version 450 142

Max EMC frequency 1.60 GHz
CPU context switch supported
GPU context switch not supported
Guest VM id 0

One Vision. One Goal... Advanced Computing for Human Advancement... <ANVIDIA
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Power To Empower

NSIGHT Systems

ﬁ NVIDIA Nsight Systems 2022.2.1

File View Tools

Project 1 X report7? X

Help

= Diagnostics Summary ~

Messages

eeoeeoeelPolPolPolPoOOOOROOROROOOO

Source

Daemon
Injection
Injection
Injection
Injection
Injection
Injection
Injection
Daemon
Daemon
Daemon
Analysis
Analysis
Analysis
Analysis
Analysis
Analysis
Analysis
Analysis
Analysis
Analysis
Injection
Injection

Daemon

Process |D
60374
60374
60374
60374
60374
60374
60374
60374

60374
60374
60374
60374
60374
60374
60374
60374

60374
60374

Diagnostics Summary

Time
-00:30.702
-00:30.612
-00:30.597
-00:30.358
-00:30.159
-00:25.719
-00:29.451
-00:28 117
-00:00.188
-00:00.188
-00:00.000
00:00.000
00:04.280
00:04.280
00:04.280
00:04.280
00:04.280
00:04 280
00:04.280
00:04 280
00:20.000
00:20.067
00:20.067
00:20.901

Description

Process was launched by the profiler, see Amp/nvidia/nsight_systems/quadd_session_1060356/streams/pid 60374 stdout.log and stderrlog for program output

Common injection library initialized successfully.
05 runtime libraries injection initialized successfully.
cuDNM injection initialized successfully.

OpenMP injection initialized successfully.

Buffers holding CUDA trace data will be flushed on CudaProfilerStop() call.

CUDA injection initialized successfully.
NVTX injection initialized successfully.

Intel{c) Last Branch Record (LER) backtraces collected.

Hardware event ‘instructions’, with sampling period 1800000, used to trigger sample collection.

1 CPU IP samples collected for every CPU IP backtrace collected.

Profiling has started.

Mot all NVTX events might have been collected.

Number of NVTX events collected: 434 574.

Mot all CUDA events might have been collected.

Mumber of CUDA events collected: 374,419

Mot all 05 runtime libraries events might have been collected.
Number of OS5 runtime libraries events collected: 50 873.

Mot all cuDNN events might have been collected.

Number of cuDNN events collected: 8, 140.

Profiling has stopped.

Mumber of CUPTI events produced: 397,345, CUFTI buffers: 50.

The cudaProfilerStart AP was ignored 1 times due to configuration settings; Mote that, when requested, only the first pair of cudaProfilerstart/Stop APls, after the collection is started, will be effective.

Mumber of IP samples collected: 30,678.

One Vision. One Goal... Advanced Computing for Human Advancement...
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NSIGHT Systems

'e NVIDIA Nsight Systems 2022.2.1

File Yiew Tools Help

NVTX Trace

Project 1T X report? X

| = Timeline View

Os - [M5

+625ms +630ms

+635ms +640ms

| |.FTITI'!EEU__'L.“.| '

NCCL

+645ms

+650ms +655ms

 port T

+660ms +E-E-I5m5

[ Js&=- [ [Priredd_... |

+67/0ms

[ por

/4 warnings, 20 messaqes

| - E-BIDm 5 |
| |

[[S€--[ [ -] [PUITEdU_...

Batch 148 [16.612 ms]

Data loading [...

Batch 149 [16.381 ms]

Data loading...

Batch 150 [15.923 ms]

Data |D

NVTX

enumerate(Dat...||Forward pas...

.~ Forward ...|Backward pass [...

DataPar...

CUDA API

v |v/| [60482] libtorch_t =

OS runtime libraries pth I"Ead_..- ‘

{DataParalle...

{DataParalle...

Backward pass [9....| enumerate(... ||Forward pas...| Backward pass [... {enum:e...

pthread_cond_wait

‘ ‘E‘ ‘ pthread_cond....

Mame

-] .

= Descrniption:

NCCL |
4
Events View v
= « Name Start Duration TID Category
] 373 v [] Batch 126 0.112658s 28.073 ms 60374
] 600 v [] Data loading 0.140734s 2.518 ms 60374
| 616 v [] Bateh 127 0.143257s 15.185 ms 60374
] 843 v [] Data loading 0.1584465 3.598 ms 60374

One Vision. One Goal... Advanced Computing for Human Advancement...
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Termunal

16:23:58 §
16:24:87 § nsys profile --output /trp/snoke --show-output false . /smokeParticles
[c]ou«ung data...

Terrmunal

16:24:18 $ nsys start --sesslon-new particles --output /tmp/particles
start executed. use the "lagnch' comsand to start the collection

16:24:22 S nsys launch --session particles --show-output false . /particles
spplication launched

The target application terminated with signal 15 (SICYERN)

0

Terminal

NSIGHT SYSTEMS S S

16:24:28 $ nsys launch --trace cuda --sanple none --sesslon-new fog
WARMING: Backtraces will not be collected because sampling is disabled,

Other Features sppLication Launched
= CLI improvement e
. . 10 TIRE STATE LAUNCH NAME
=  Simultaneous sessions & management 1016352 080:25 Collecting 1 profile-smokeParticles-16352 :
: : 1116423 00:15 Collecting 1 particles
= nsys launch forwards terminal and signals 1216488 00:84 Maltforstart 1 fog
10:24:40 § nsys cancel --session 1016352
" nsys stats command cancel executed
16:24:42 S nsys sesslons list
10 TINE STATE LAUNCH NAMNE
v nSyS export Command 1016352 00:31 Hattt:rsurt | profllt-Mart\cles-lolsz
T T . 6423 :
= CUDA context “All Streams” aggregation tree 1216468 08118 waltrorstart 1 fog
_ _ 16:24:46 § nsys start --output /tmp/fog --session fog
= Windows WDDM GPU memory usage, paging, start executed
. : 16:24:50 S nsys stop --session fog
evictions Processing events...

_ Saving Intermediate " /tmp/Tog.qdstrn™ file to disk...
= Graphics trace enhancements

Inporting | 100% )
Saved report fille to “/tmp/fog.qdrep”
stop executed
16:24:54 S nsys sessions list
10 TIRE STATE LAUNCH NAME
1016352 90:4) MaltForStart 1 profile-smokefarticles-16352
1116423 00:33 Collecting 1 particles
1216488 00:22 MaltForStart 1 Mg
16:24:57 S nsys shutdown --session particles
collection cancelled. shutdown executed
16:25:01 S nsys sessions list
10 TINE STATE LAUNCH NAME
18163582 00:5%8 MaltForStart 1 profile-smokefarticles-16352

1216488 o0:29% MaltForStart 1 fog
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Kernel Profiling Tool

Key Features:

» Interactive CUDA API debugging and kernel profiling
» Fast Data Collection

= Compare performance metrics across different runs

= $ ncu --set full -k <kernel_name> -s 4 -c 1 -o myreport
/myapp

OS: Linux (x86, Power, Tegra, Arm SBSA), Windows,
MacOSX (host only)

GPUs: Volta, Turing, A100 GPUs

Documentation: https://developer.nvidia.com/nsight-
compute

— wr [T Al PR aa—e—Llirn=— — Ay FREoalle=—= == | e afpra=arsecesy o amlaaisll & tEcar

| | g g =] oy =le==— ey = =r—um Tl e W R T
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re sl lrcse= «F Tthyese (S, For each warmiit, theye thar«aaonacg bFaporoat reppaaorr = thhe acco aniaewsaeasd porercoeritaacg=— o
le=rm»ytiffw these hicgfr»r=e==1t oo rmtril>wutcaor. FHigs—lew el caowverrwieaeww «oF thee watillimaticorr For aaoaorrmapeooaste =rwad ram

=__1 FCrasarss=amaticory [wuw—=mae—a=-a»rucid]]
s _ =5 EFlagp =i T wile= [ccwa=le=]
— T _ = PHPh1 S tiwe Coypywasllaeae=e [ceowra= =]
[ e I Sy | P Freaguaeraacsy [ e == as
[ = s R DR RN Freacguaeraesy [eeow e e eas
Mlime—cdl Tthysa=mrn e rrafrriaidt—: L caxaaxbc =t TtEune | v I r N e Y i ok V. < « % = e e ==t iceare Tae icdeermantiifyw thae [
rrex tre=ary=tfTerre«cd. Al =c» cceaxri==icd«—r wwwihietmtlr=r it i= preao==ile T «dcax vy wwearll< e FrrresrrFrcal Yy SR s s
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C=FLF T Farcae»ascgiepsan o

= Ch_ D 3 O _ D < O _ O =N _ D
Sl CHF L _iegat SO P =0

SM: Issue Active [%] 521  DRAM: Cycles Active [%] 68
SM: Inst Executed [%] 5.21 L2: T Sectors [%] 60
SM: Inst Executed Pipe Lsu [%] 463 L2 Xbar2lts Cycles Active [%] B
SM: Pipe Alu Cycles Active [%] 3.47  L2:TTag Requests [%] 51
SM: Mio Inst Issued [%] 2.89  L2:Lts2xbar Cycles Active [%] 48
SM: Mio2rf Writeback Active [%] 232  DRAM: Dram Sectors [%] 47
SM: Inst Executed Pipe Adu [%] 232 L1:M LTtex2xbar Req Cycles Active [%] 46
SM: Mio Pq Read Cycles Active [%] 232  L1:Data Pipe Lsu Wavefronts [%] 43
SM: Mio Pq Write Cycles Active [%] 232 L1:M Xbar2l1tex Read Sectors [%] 36
SM: Pipe Fma Cycles Active [%] 232  L2:D Sectors [%] 21
SM: Inst Executed Pipe Cbu Pred On Any [%] 116 L2: D Sectors Fill Device [%] 12
SM: Pipe Fp64 Cycles Active [%] 1.16  L1:Lsu Writeback Active [%] 1
SM: Pipe Shared Cycles Active [%] 1.16  L1:Data Bank Writes [%]

IDC: Request Cycles Active [%]
SM: Inst Executed Pipe Fp16 [%]
SM: Inst Executed Pipe Ipa [%]
SM: Inst Executed Pipe Tex [%]
SM: Inst Executed Pipe Xu [%]
SM: Pipe Tensor Cycles Active [%]

J
L1: Lsuin Requests [%] 4
L1: Data Bank Reads [%] 2
L1: F Wavefronts [%] 0
L1: Texin Sm2tex Req Cycles Active [%) 0
L1: Data Pipe Tex Wavefronts [%]

L1: Tex Writeback Active [%]

L2: D Atomic Input Cycles Active [%]

L2: D Sectors Fill Sysmem [%]

@P8  EXIT

TADD3 R7, P2, R8, UR7, RZ

TADD3 RE, P1, R4, URS, RZ
ISETP.GE.U32.AND P2, PT, R7, URS, PT

TADD3.X RS, R2, URE, RZ, P2, IPT
IMAD.X R7, RZ, RZ, RS, P1

ISETP.GE.U32.AND.EX P2, PT, RE, URE, PT, P2

STG.E.U8 [R&6.54], R3

@P8  EXIT

TADD3 RZ, P2, R, UR9, RZ
TADD3 RE, P1, RE&, URS, RZ

ISETP.GE.U32.AND P2, PT, R&, URS5, PT

TADD3.X RZ, R2, UR12, RZ, P2, IPT
IMAD.X R7, RZ, RZ, R7, P1

ISETP.GE.U32.AND.EX P2, PT, RE, URE, PT, P2

SH e

STG.E.uU2 [R&.54], R3
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Profile Report - Details Page

h kernel_abc.ncu-rep X

All Data on

Page: Details ~ Result: 2- 603-kernel_C * Y ~ AddBaseline ¥ ApplyRules [& Occupancy Calculator Copy as Image Smgle Page

Result Time Cycles Regs GPU SM Frequency CC Process @ O 0O
Current 603 - kernel_C (256000, 7, 1)x(64, 1, .. 423.52 usecond 553,340 16 0 - Tesla V100-SXM2-16GB 1.31 cycle/nsecond 7.0 [75519] abc

» GPU Speed Of Light Throughput -

High-level overview of the throughput for compute and memory resources of the GPU. For each unit, the throughput reports the achieved percentage of utilization with respect to the theoretical maximum. Breakdowns show the throughput for
each individual sub-metric of Compute and Memory to clearly identify the highest contributor. High-level overview of the utilization for compute and memory resources of the GPU presented as a roofline chart.

Compute (SM) Throughput [%] 5.21 Duration [usecond] 423.52
Memory Throughput [%] 68.35 Elapsed Cycles [cycle] 553,340
L1/TEX Cache Throughput [%] 92.42 SM Active Cycles [cycle] 550,345.49
L2 Cache Throughput [%] 60.51 SM Frequency [cycle/nsecond] 1.37
DRAM Throughput [%] 68.35 DRAM Frequency [cycle/usecond] 874.05

Memory is more heavily utilized than Compute: Look at the section to identify the DRAM bottleneck. Check memory replay (coalescing) metrics to make sure you're ®

& High Memory Throughput efficiently utilizing the bytes transferred. Also consider whether it is possible to do more work per memory access (kernel fusion) or whether there are values you can (re)compute.

The ratio of peak float (fp32) to double (fp64) performance on this device is 2:1. The kernel achieved 0% of this device's fp32 peak performance and close to 1% of its fp64 peak performance. See the

@ Roofline Analysis for mode details on roofline analysis.

* Compute Workload Analysis

Detailed analysis of the compute resources of the streaming multiprocessors (SM), including the achieved instructions per clock (IPC) and the utilization of each available pipeline. Pipelines with very high utilization might limit the overall
performance.

Executed Ipc Elapsed [inst/cycle] 0.21 SM Busy [%]
Executed Ipc Active [inst/cycle] 0.21 Issue Slots Busy [%]
Issued Ipc Active [inst/cycle] 0.21

4% Low Utilization All compute pipelines are under-utilized. Either this kernel is very small or it doesn't issue enough warps per scheduler. Check the sections for further details.

Pipe Utilization
50.0

Ordered from Top-Level to Low-Level

One Vision. One Goal... Advanced Computing for Human Advancement...
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_ Section Example
Section Header

provides overview & context for other sections

h kernel_a bec.ncu-rep X

Page: Details * Result: 2- 603 -kemel_C Y ~ AddBaseline ~ Apply Rules Eﬂccupanc:yﬂalculatﬂr

Result Time Cycles Regs GPU SM Frequency CC Process

Current 603 - kernel_C (256000, 1, 1)x(64, 1, ... 423.52 usecond 553,340 16 0 - Tesla V100-SXM2-16GEB  1.31 cycle/nsecond 7.0 [/5519] abc

cache lines need 10 be accessed per memaory reguest.

» Scheduler Statistics
Summary of the activity of the schedulers issuing instructions. Each scheduler maintains a pool of warps that it can issue instructions for. The upper bound of warps in the pool (Theoretical Warps) is limited by the launch configuration. On
cycle each scheduler checks the state of the allocated warps in the pool (Active Warps). Active warps that are not stalled (Eligible Warps) are ready to issue their next instruction. From the set of eligible warps the scheduler selects a single
from which to issue one or more instructions (Issued Warp). On cycles with no eligible warps, the issue slot is skipped and no instruction is issued. Having many skipped issue slots indicates poor latency hiding.

3.86 No Eligible [%]
0.05 ©One or More Eligible [%]
0.05

Active Warps Per Scheduler [warp]
Eligible Warps Per Scheduler [warp]
Issued Warp Per Scheduler

Every scheduler is capable of issuing one instruction per cycle, but for this kernel each scheduler only issues an instruction every 19.1 cycles. This might leave hardware resources underutilized and may lead

A Issue Slot Utilization to less optimal performance. Out of the maximum of 16 warps per scheduler, this kernel allocates an average of 3.86 active warps per scheduler, but only an average of 0.05 warps were eligible per cycle.
Eligible warps are the subset of active warps that are ready to issue their next instruction. Every cycle with no eligible warp results in no instruction being issued and the issue slot remains unused. To increas

the number of eligible warps, reduce the time the active warps are stalled by inspecting the top stall reasons on the and sections.

Warps Per Scheduler

GPU Maximum Warps Per Scheduler

Theoretical Warps Per Scheduler

Active Warps Per Scheduler

Eligible Warps Per Scheduler

Issued Warp Per Scheduler

Section Config

completely data driven add/modify/change sections

<A NVIDIA.
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Unguided Analysis / Rules System

h kernel_abc.ncu-rep X

Page: Details * Result: 2- 603-kernel_C * Y ~ AddBaseline ~ ApplyRules [ Occupancy Calculator

Result Time Cycles Regs GPU SM Frequency CC Process
Current 603 - kernel_C (256000, 1, 1)x(64, 1, .. 423.52 usecond 553,340 16 0 - Tesla V100-SXM2-16GB  1.31 cycle/nsecond 7.0 [75519] abc

» GPU Speed Of Light Throughput

High-level overview of the throughput for compute and memory resources of the GPU. For each unit, the throughput reports the achieved percentage of utilization with respect to the theoretical maximum. Breakdowns show the throug
each individual sub-metric of Compute and Memory to clearly identify the highest contributor. High-level overview of the utilization for compute and memory resources of the GPU presented as a roofline chart.

Compute (SM) Throughput [%] 5.21 Duration [usecond]
Memory Throughput [%] 68.35 Elapsed Cycles [cycle]

: 92.42 SM Active Cycles [cycle]
Analysis

60.51 SM Frequency [cycle/nsecond]
Recommendation and More

68.35 DRAM Frequency [cycle/usecond]

Memory is more heavily utilized than Compute: Look at the section to identify the DRAM bottleneck. Check memory replay (coalescing) metrics to make sure you're

& High Memory Throughput etficiently utilizing the bytes transferred. Also consider whether it is possible to do more work per memory access (kernel fusion) or whether there are values you can (re)compute.

@ Roofline Analysis The ratio of peak float (fp32) to double (fp64) performance on this device is 2:1. The kernel achieved 0% of this device's fp32 peak performance and close to 1% of its fp64 peak performance. See the
for mode details on roofline analysis.

» Compute Workload Analysis

Detailed analysis of the compute resources of the streaming multiprocessors (SM), including the achieved instructions per clock (IPC) and the utilization of each available pipeline. Pipelines with very high utilization might limit the ove
performance.

One Vision. One Goal... Advanced Computing for Human Advancement... < nvIDIA
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Differencing kernel runs

Project Explorer X & kernel_abc.ncu-rep X M et r I C d e Ita

=,

- b= o

roject Page: Details * Result: 2- 603-kernel_C * YW ~ Clear Baselines ~ Apply Rules m| Occupancy Calculator current values and changes

¥ New Project Result Time Cycles Regs GPU SM Frequency CC Process from baseline
Current 603 - kernel_C (256000, 1, 1)x(64, 1, .. 423.52 usecond 553,340 16 0 - Tesla V100-SXM2-16GEB  1.31 cycle/nsecond 7.0 [75519] abc

Baseline 1 603 - kernel_C (256000, 1, 1)x(64, 1, ... 423.52 usecond 553,340 16 0 - Tesla V100-SXM2-16GB  1.31 cycle/nsecond 7.0 [75519] abe

» GPU Speed Of Light Throughput

High-level overview of the throughput for compute and memory resources of the GPU. For each unit, the throughput reports the achieved percentage of utilization with respect to the theoretical maximum. Breakdowns show the throughput fg
each individual sub-metric of Compute and Memory to clearly identify the highest contributor. High-level overview of the utilization for compute and memory resources of the GPU presented as a roofline chart.
Compute (SM) Throughput [%] 5.21 (+0.00%) Duration [usecond] 423.52 (+0.0

E
Memory Throughput [%] 68.35 (+0.00%) Elapsed Cycles [cycle] 553,340 (+0.0
L1/TEX Cache Throughput [%] 92.42 (+0.00%) SM Active Cycles [cycle] 550,345.49 (+0.0
E
E

L2 Cache Throughput [%] 60.51 (+0.00%) SM Frequency [cycle/nsecond] 1.31 (+0.0
DRAM Throughput [%] 68.35 (+0.00%) DRAM Frequency [cycle/usecond] 874.05 (+0.0

Memory is more heavily utilized than Compute: Look at the section to identify the DRAM bottleneck. Check memory replay (coalescing) metrics to make sure you're

A High Memory Throughput efficiently utilizing the bytes transferred. Also consider whether it is possible to do more work per memory access (kernel fusion) or whether there are values you can (re)compute.

The ratio of peak float (fp32) to double (fp64) performance on this device is 2:1. The kernel achieved 0% of this device's fp32 peak performance and close to 1% of its fp64 peak performance. See the

@ Roofline Analysis for mode details on roofline analysis.

» Compute Workload Analysis

Detailed analysis of the compute resources of the streaming multiprocessors (SM), including the achieved instructions per clock (IPC) and the utilization of each available pipeline. Pipelines with very high utilization might limit the overall
performance.

Executed Ipc Elapsed [inst/cycle] 0.21 (+0.00%) SM Busy [%] 5.23 (+0.0
Executed Ipc Active [inst/cycle] 0.21 (+0.00%) Issue Slots Busy [%] 5.23 (+0.0
Issued Ipc Active [inst/cycle] 0.21 (+0.00%)

A Low Utilization  All compute pipelines are under-utilized. Either this kernel is very small or it doesn't issue enough warps per scheduler. Check the sections for further details.

Pipe Utilization
50.0

Chart difference

current values and baseline values
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New Roofline Analysis

= Efficient way to evaluate kernel characteristics, quickly understand potential directions for further improvements or existing
limiters

* |nputs: Arithmetic Intensity (FLOPS/bytes)
Performance (FLOPS/s)

= Ceilings: Peak Memory Bandwidth
Peak FP32/FP64 Performance

Z2: D Sectors Fill sysmem [

Floating Point Operations Roofline

1

‘ _
n

(1 =1E+12)

Performance [FLOP/s]

0. |

10
Arithmetic Intensity [FLOP/byte]
* Compute Workload Analysis

] L]
et L] b by 1 ) Ii=a+ell
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TENSORFLOW profiler

TensorBoard

Runs (2)

SCALARS

(carrune soc |

GRAPHS DISTRIBUTIONS HISTOGRAMS

Tensorboard Profile

PROFILE

Performance Summary
Average Step Time

lower is better
(o =46 ms)

« All Others Time

‘EDE[][]314-'1EDQEEItrainIEﬂEﬂ_DE_..- - \

Tools (5)

(o= 1.3ms)

+« Compilation Time
(o=0.0ms)

* Qutput Time

‘ overview_page

_ ‘ (o= 0.0 ms)

Hosts (1)

+ [nput Time
(o =4.4ms)

« Kernel Launch Time

‘ 72cefcOdcB5ce

B ‘ (o=0.4ms)

« Host Compute Time
(oc=0.7ms)

* Device to Device Time
(o=0.0ms)

+ Device Compute Time

(o =0.0ms)

Device Compute Precisions
(out of Total Device Time)

« 16-bit: 0.0
« 32-bit: 100.0

Run Environment
Number of Hosts used: 1

https://www.tensorflow.org/tensorboard/tensorboard_profiling_keras

30.1 ms

3.2ms

0.0 ms

0.0 ms

25.2ms

1.1 ms

0.2 ms

0.0 ms

0.4 ms

Step-time Graph

Step Time (in milliseconds)

50

40

30

20

10

n A
0 2 a B 10 12 14 16 18

Step Number

Recommendation for Next Step

INACTIVE

~+C 8 ®

= All others

= Compilation

= Output

= Input

— Kemel launch

—— Host compute
Device to device

e Davice compute

» Your program is HIGHLY input-bound because 83.9% of the total step time sampled is waiting for input.
Therefore, you should first focus on reducing the input time.

» 3.6 % of the total step time sampled is spent on Kernel Launch.

« 10.5 % of the total step time sampled is spent on All Others time.

» Only 0.0% of device computation is 16 bit. So you might want to replace more 32-bit Ops by 16-bit Ops to

improve performance (if the reduced accuracy is acceptable).

Tool troubleshooting / FAQ
+ Refer to the TF2 Profiler FAQ

One Vision. One Goal... Advanced Computing for Human Advancement...
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PYTORCH Profiler

Configuration Execution Summary

Number of Worker(s) 1 Category Time Duration (us) Percentage (%)

Device Type GPU Average Step Time 157,532 100 @ Kernel

Number of Device(s) 1 Kernel 106,185 67 41 @ Memcpy

2 Memseal

Memcpy 2,213 1.4 @ Runtime
Memset 65 0.04 @ DatalLoader
Runtime 2,816 1.79 @ CPU Exec
DataLoader 33,372 21.18 @ Other
CPU Exec 11,720 7.44
Other 1,159 0.74

Step Time Breakdown ®

200,000
I
S 150,000
% S:::Q
£y
o
L
E- 100,000
QL
E
[y
i% 50,000
(]
0
4 5 6 7 8 g
Step

B kernel I Memcpy I Memset [ Runtime |l DataLoader | CPU Exec | Other

Performance Recommendation

« This run has high time cost on input data loading. 21.2% of the step time is in DataLoader. You could try to set num_workers on DatalLoader's construction and enable multi-processes on
data loading. Reference: - ind Multi-process Data |

https://pytorch.org/blog/introducing-pytorch-profiler-the-new-and-improved-performance-tool/

One Vision. One Goal... Advanced Computing for Human Advancement... AnViDIA I
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Profiling Best Practices

« Most of the Acceleration happens in the earlier stages of workload deployment - Data Loading/Copying etc.
« There should be as less as possible data movement/copying from GPU-CPU for efficiency. Use Batching.
» Always focus on the biggest time-consuming block first.

« For DL profiling, Run profiling only for 10-20 mini-batches (iterations)
DL training Operations are identical for every iteration; hence a few are sufficient
* Always Use warmup steps before running Profiling

 Ensure AMP is enabled if your Tensor Core usage is zero.

 Examples of issues in the DL code and their fixes:

. -> Deconvolutions have tensor core support and are generally
faster than interpolations

. -> 7x7 kernels require much more compute than 3x3 (Fast)

o -> Tensor Cores achieve the best performance on layers which have

the number of channels a multiple of 8.

e Rules for Efficient/Optimal Code:
* No IO, (File reading/writing) inside loops
* No loops - Parallelize
* Lazy evaluation and iterators are incredibly useful
» Skip execution or stop early whenever possible

One Vision. One Goal... Advanced Computing for Human Advancement... NVIDIA. I
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Resources

Helpful Links for Reference. Learn More!

Web: https://developer.nvidia.com/tools-overview

NVTX Documentation: https://docs.nvidia.com/nsight-visual-studio-

edition/2020.1/nvtx/index.html#nvixt-file-extension

DL performance Checklist: https://docs.nvidia.com/deeplearning/performance/dl-performance-

convolutional/index.html#checklist

Digital GTC talks of interest:

S521351: Scaling the Transformer Model Implementation in PyTorch Across Multiple Nodes

521547 Rebalancing the Load: Profile-Guided Optimization of the NAMD Molecular Dynamics

Program for Modern GPUs using Nsight Systems

52 1565: Roofline Performance Model for HPC and Deep-Learning Applications

541723 How to understand and Optimize Shared Memory Access using Nsight Compute

D412 1: Latest Updates to CUDA Developer Tools

One Vision. One Goal... Advanced Computing for Human Advancement...
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https://developer.nvidia.com/tools-overview
https://docs.nvidia.com/nsight-visual-studio-edition/2020.1/nvtx/index.html#nvtxt-file-extension
https://docs.nvidia.com/nsight-visual-studio-edition/2020.1/nvtx/index.html#nvtxt-file-extension
https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html#checklist
https://docs.nvidia.com/deeplearning/performance/dl-performance-convolutional/index.html#checklist
https://developer.nvidia.com/gtc/2020/video/s21351
https://developer.nvidia.com/gtc/2020/video/s21547
https://developer.nvidia.com/gtc/2020/video/s21565
https://www.nvidia.com/gtc/session-catalog/?search=NSight%20&tab.scheduledorondemand=1583520458947001NJiE&search=NSight+#/session/16385477913460015s6T
https://www.nvidia.com/gtc/session-catalog/?search=NSight%20&tab.scheduledorondemand=1583520458947001NJiE&search=NSight+#/session/16475431056270019e2T
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